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DATA QUALITY STATEMENT 

Source files used in this process are considered "frozen" at a specific point in time after they are created and verified.  Errors identified after this date are documented but not corrected.  Therefore, errors found in the files which are present in the source files are not corrected in order to ensure their "state" conforms to the geographic infrastructure from which the files were built

Product Description: Microsoft Excel file showing the correspondence between 2001 Census Tracts and 2006 Census Tracts.  Fields provided:
  CMA 2001
  CTname 2001
  CTuid 2001
  CMA 2006

  CTname 2006

  CTuid 2006

  CT_rel_flag
The CT_rel_flag defines the relationship between 2001 and 2006 CTs with the following flags:

1: 1 2001 CT = 1 2006 CT

2: 1 2001 CT = multiple 2006 CTs (CT split)

3: Many 2001 CTs = Many 2006 CTs (no direct relationship)

4: Area untracted in 2001

5: Area untracted in 2006

Source Files: 
block01_hlg06.txt


GeoSuite 2001
Method of Derivation:  File was derived from the block01-hlg06 concordance file.  2001 CMA and CT identifiers were extracted from GeoSuite 2001 and appended to the concordance file.  Calculations were done in Microsoft Access to determine if there were one-to-one, one-to-many or many-to-many relationships between 2001 and 2006 CTs.  The CT_rel_flag was updated to show the results.
Software Utilized:  Microsoft Access; Microsoft Excel 
Output File:  2001-2006 CT Correspondence.xls
Comments:  The attachment is the methodology statement for the block01_hlg06 concordance file.



Attachment

DEVELOPMENT AND IMPLEMENTATION OF 2006/2001 CONCORDANCE FILES

Context:

During early 2007, Geography Division created a set of files that linked 2006 CMAs, 2006 CSDs and 2006 CTs to 2001 blocks in a best fit fashion.  Additionally, 2001 CSDs were linked to 2006 blocks, also in a best fit fashion.

This document describes how “best fit fashion” was interpreted, as well as exceptions where human intervention was used.

Lastly, a section on the QA process applied and its results.

Specifications:

To the extent we received specifications, they were as follows:
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The specifications do list the required data, as well as the nature of some quality indicators.  They do not explicitly state how 2001 and 2006 vintages of geography are to be linked.  In addition, they ask for data that, upon further clarification of requirements, were deemed to be both unnecessary and impossible to produce.  In particular, for files created at the 2001 block level, there is no need for a 2006 block, and, likewise, for the 2006 block/2001 CSD file, there is no need for a 2001 block.

Methodology of file creation, including some assumptions:
Methodology for Creating a First Cut:

There are several ways to go about generating concordances.  Two obvious ones come to mind, there may well be others.

Option 1: Using the BB table and PC_CB table, we can link 2001 blocks to 2006 geographies and vice versa.  In many cases, the link between a block of one vintage and a high level geography of another vintage is 1:1 through these links.  In cases where they are not, business rules need to be used, or they need to be manually investigated.

Option 2: Spatial overlays – for a 2006 CSD to 2001 block, we could overlay the two layers in ArcMap map and generate links based on spatial relationships.  Again, where the desired relationship is not 1:1, automated or manual intervention would be required to pick the best rule.

As noted, we did not consider other options.  Spatial overlays have their place, and were used in this project for QC purposes.  However, based on prior experience, too much noise would be generated in terms of slivers and the like.  In addition, the PC_CB links account for issues that a spatial overlay does not – minor updates to CSD boundaries that are not changes but corrections (i.e. updates to road or river boundaries.)  As a result, for the base approach, we chose to use BB to PC_CB links.

A first cut was produced where all blocks of the relevant vintage are linked to all possible high level geographies of the other vintage.  

Methodology of Creating a Second Cut
The use of PC_CB and BB tables allow us to link the vast majority 2001 and 2006 blocks uniquely to a high level geography from the other year in the file.  The remaining records were manually examined and a best fit chosen.  These two datasets were combined for a second cut.

Several quality checks were performed on these data, and anomalies were identified.

Methodology of Creating a Final Cut
If any quality indicators showed something amiss, the situation was examined and, if necessary, rectified.  This was done iteratively, as there is always the possibility that a change can cause other problems in the data.  Once all anomalies were either accepted or resolved, we considered the data final.  In the case of 2006 high level geographies on 2001 blocks, this also involved intertable consistency checks.

Concordance File 1:

The first file we created, generally known as the P_CSD file, was a file assigned a 2001 CSD to all 2006 DISBs.

While we don’t have a hard spec, some querying about requirements uncovered the following basic (and pretty common sense) requirements for our first and second cuts:

1.) All 2006 DISBs must have exactly one 2001 CSD assigned. (a pretty obvious requirement)

2.) All 2001 CSDs must be represented by at least one 2006 block (a less obvious requirement – our 2006 blocks don’t, by definition, respect 2001 boundaries)

3.) If, through a BB link, a 2006 DISB has only one possible 2001 CSD, use that value. (exceptions discussed later)

4.) If, through BB links, a 2006 DISB has multiple possible values, the best fit will be manually chosen to best represent the population.

In general, it must be noted that best fit was viewed from the point of view of the 2006 block.  i.e. looking at a 2006 block that straddles 2001 CSDs, which CSD is most appropriate for the block.  The opposite view – considering a 2001 CSD and choosing the best set of blocks to represent it, might have, in a small number of cases, yielded different results.

The first run of the data was created, and 655 DISBs, representing 1923 possible links, did not link uniquely to a 2001 CSD.  These were exhaustively examined and resolved.

Particular care was taken with a list of 28 CSDs that had no blocks uniquely linking to them – they all had links, but all such blocks straddled other CSDs as well. 

These CSDs are:

	1001109

	1009002

	1102030

	2490030

	2490904

	2490914

	3558080

	3560079

	4619071

	4619082

	4701028

	4703046

	4703076

	4703078

	4704039

	4709026

	4711047

	4712009

	4715844

	4716862

	4813059

	5909822

	5909834

	5931817

	5933844

	5933888

	5941832


During this process, including as a result of spatial QC, we noted that some 2001 CSDs as represented on 2006 blocks had zero spatial overlap with the 2001 CSDs as represented on 2001 blocks.  This was troubling, until we examined the data.  A total of 11 CSDs do, in fact, have no spatial overlap.  In some cases, these CSDs have PC_CB/BB links between the 2001 and 2006 versions of the CSD, in other cases they do not.  The 11 CSDs are as follows:

	1205006

	3558080

	4609027

	4619082

	4718816

	4817852

	5909848

	5933803

	5933888

	6106021

	6106052


There is some overlap with the preceding list of 27 CSDs.

In these cases, we decide that the best approach is to have only the 2006 blocks in the 2006 version of the CSD be linked to the 2001 CSD, and no others. For these cases, we decided this way since it was relatively obvious that changes on the base are corrections, not legal changes (in some cases, these reserves went from a CSD defined as a circle to a shape that clearly follows water boundaries).  In other words, we believe the 2001 CSD was correctly enumerated, and values assigned correctly to the CSD, which was inaccurately located on our database.  A fair population comparison would, in fact, compare the two CSDs.

It should be noted that discussed the possibility that partial overlap CSDs could be the result of similar changes was discussed, but we consciously decided not to look for them, as it was felt that most such changes would, in fact, be actual legal changes and not corrections.

After these changes, there were 3 CSDs where a best fit approach did not result in any blocks being assigned.  As it was a desired requirement that at least one block be assigned, we reconsidered the possibilities and assigned one block to each of these CSDs.

These 4 CSDs are:

	2490904

	2490914

	4619082

	4813059


Following the choice of a best block to represent these, no further changes were made to the file.

Concordance File 2:

The second file we created was the converse of the first one, namely, 2006 CSDs represented on 2001 blocks. Again, there was not a hard spec, but the following requirements, quite analogous to the previous file, were created.

1.) All 2001 CBs must have exactly one 2006 CSD assigned. (a pretty obvious requirement)

2.) Where possible, all 2006 CSDs must be represented by at least one 2001 block. (it was recognized from the outset that this will be more problematic than the previous file.

3.) If, through a BB link, a 2001 CB has only one possible 2006 CSD, use that value. (exceptions discussed later)

4.) If, through BB links, a 2001 CB has multiple possible 2006 CSD values, the best fit will be manually chosen to best represent the population.

Production of this file and the next two files was done concurrently, following the approach already outlined.  Thus we identified 2001 blocks that straddled any of CT, CSD, CMA.  It should be noted that after so doing, we decided to more or less ignore CMAs for the moment, as they roll up from CSDs.

Our first cut contained all potential 2001 block to 2006 CT and CSD links.  Of the 478,707 2001 CBs, 477,733 link only to unique CTs and CSDs, and the remaining 974 CBs link to multiple CTs and/or CSDs, for a total of 3791 possible links. As an aside, the reader is reminded that CTs are not required to respect CSDs and certainly do not in some instances.

Our second cut of the CSD file used the block links identified again, after a manual process to choose the best fit.  In addition, we again ensured that for the 11 moved CSDs, 

	1205006

	3558080

	4609027

	4619082

	4718816

	4817852

	5909848

	5933803

	5933888

	6106021

	6106052


, only 2001 blocks that fall within these 2001 CSDs are linked to the 2006 CSD.

After a first pass, the following CSDs were identified as not being linked to any blocks.  As we were still operating on the assumption that it was desirable to link all CSDs to at least one block, we asked for a best fit block for all of them.

	1010801

	1209037

	2499877

	2499878

	3559048

	4601082

	4619060

	4623060

	4701816

	4710854

	4714846

	4717820

	4816861

	4817859

	5923825

	5933894

	5933895

	5933896

	5933897

	5941876

	5941879

	5941881

	5951844

	5951845

	5951847


We noted that at least one of 2499877 and 2499878 would need to be missed under any normal scheme of allocation.  Both CSDs are new in 2006, and both are quite small and within the extent of the same 2001 block.  As a result, assigning this block to one or the other of the 2 CSDs would leave the other one missing.  After some consideration, and considering the extent of the underlying block, we decided to leave both CSDs missing.  Both are zero pop CSDs in 2006.  There was one other instance of two small CSDs in a block, but this one was not problematic to resolve as one of the CSDs was one of the moved ones, and was already assigned elsewhere.

Upon assigning the remainder of these CSDs to at least one block each, we generated and reran the CSD and CMA QAs.  It showed unacceptable levels of change in CMA areas and populations.  We quickly traced these back to some of these examples.  In some cases, new CSDs that were approximately 1.7 sq. km were being assigned to blocks that were 25,000 sq km.  Upon further discussion with our clients, this was determined to be unacceptable, and we removed the links for a number of CSDs.

We also changed one link in what seemed to be a logical fashion – despite no BB/PC_CB links, it seemed clear that CSD 1010801, which is uniquely linked to the underlying and quite large 2001 block.

CSDs that were removed entirely are:

	3559048

	4601082

	4619060

	4623060

	4714846

	4816861

	4817859

	5923825

	5933896

	5941879

	5941881

	5951844

	5951845

	5951847 


The remaining CSDs in the list above were left in as their inclusion, subjectively speaking, probably makes the file better.  To be clear, 2499877 and 2499878 are also still not represented, but never were, so are not included in the removed list above.

The underlying blocks were changed back to the original CSDs they had prior to their update.

Concordance File 3:

This file was a mapping of 2006 CMAs to 2001 blocks.  We could have done something similar to the previous two processes, but there were two good reasons not to:

1.) It would be too much work, and we try to be efficient.

2.) CMAs are made up of whole CSDs, so using Concordance File 2 above, and just mapping CSDs to CMAs seemed more logical.  It would also prevent inconsistency, which could arise, for example, if a 2001 block straddles two 2006 CMAs but three or more 2006 CSDs.

So we took option two, ran our QCs, and almost called it a day, except for a few issues noted by our pop/land area change QCs, which resulted in updates to file 2 and 3.

Concordance File 4:

This file was a mapping of 2006 CTs to 2001 blocks.

The process described for file 2 also applied here.

No problems or differences were noted at any pass, so no changes were made after manual picks were made.  Subsequent QA by Paul Poirier has raised questions about our methodology and/or the source of PC_A_POP values, but clients have not responded to these questions.

Appendix A

Independent QA of Inter-Censal Concordance Files

A number of basic checks were verified on the produced concordance files. The checks comprised of:

· Identifying "moved" CSDs and seeing if the block linkages made sense. A moved CSD was a CSD_UID that was common to both vintages, but with zero common BBs and/or no common land area in a spatial overlay. A linkage was considered questionable if a block of a moved CSD did not end up linking to the same CSD, or a block not overlapping a moved CSD ended up linking to it. In the end, no such erroneous linkages were found in the produced concordance files.

· Determining if common, unadjusted CSDs had blocks linked to different CSDs. A common CSD was a 2006 CSD_UID that had ABNDFLAG = F or a CSD_UID that was common to both vintages. Any PC_CB, overlapping such a CSD, but mapped to a different 2006 CSD, was considered suspicious. In the end, no such blocks were found.

· Seeing if blocks were repeated or missing in the final files. They were not.

· Checking if the calculated CT-CSD and CSD-MET links were plausible, i.e., also existed on the official 2006 tables. They did.

· Looking for HLGs from the official universe of HLGs that did not appear in the inter-censal linkage files. For the 2006 DISB:2001 CSD file, no such holes were discovered. However, due to block structure changes, it was not possible to avoid missing CSDs in the 2001:2006 concordance:

	Missing CSDs

2499877

2499878

3559048

4601082

4619060

4623060

4714846

4816861

4817859

5923825

5933896

5941879

5941881

5951844

5951845

5951847


No missing CTs or METs were identified.

· Linkages were checked for province-jumping. This did not occur.

· Blocks that overlapped a unique HLG were checked to ensure they were output linked to the same HLG. Though true for CTs, this was not so for a small number of CSD and MET records.

	PC_CB_UID

	Prod CSD

	Unique CSD

		PC_CB_UID

	Prod MET

	Unique MET


	523310

	5933888

	5933072

		523310

	59999

	59997


	523311

	5933888

	5933072

		523311

	59999

	59997


	533713

	5933803

	5933008

		533713

	59999

	59998


	553470

	3558080

	3558090

		553470

	35999

	35996


	553471

	3558080

	3558090

		553471

	35999

	35996


	660898

	4609024

	4609027

		683645

	46999

	46998


	660900

	4609024

	4609027

		728944

	59999

	59997


	660901

	4609024

	4609027

		733466

	61999

	61998


	683645

	4619082

	4619045

		733467

	61999

	61998


	708965

	1010801

	1010042

		733468

	61999

	61998


	728944

	5933888

	5933072

		733769

	61999

	61996


	733466

	6106097

	6106052

		733770

	61999

	61996


	733467

	6106097

	6106052

				
	733468

	6106097

	6106052

				
	733769

	6106097

	6106021

				
	733770

	6106097

	6106021

				

	


It is worth noting that the MET differences are all in residuals.

Furthermore, the MET changes all correspond to a DISB in the CSD column. The CSD column records all, on one side or the other, correspond to one of our 11 moved CSDs, or to 1010801, updated in the last round of changes to the 2006 CSD to 2001 block file.  Therefore, we are aware these differences exist, and they are all expected.

· Blocks that overlapped multiple HLGs were checked to ensure they were output linked to one of the possible HLGs. This was the case.

